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Last time, we considered a prominent early argument suggesting that computers could think.  Turing’s argument was decisive in the formation of the field of artificial intelligence, where investigators have long attempted to program a computer that could pass the Turing test.  Again, though there have been many advances in artificial intelligence, we still don’t have a computer that can really pass the Turing test, even in only 5 minutes of discussion.  But Searle gives an argument that attempts to show that no computer could be intelligent: for even if a computer could pass the Turing test, it would not really be thinking.  It would, at best, be simulating thinking, but this doesn’t mean that there would really be any thinking going on at all.  

Strong AI.  Searle is responding to a research program, inspired by Turing, that seeks to build an artificial, symbol-manipulating machine that could genuinely think.  This is the research program that Searle calls “Strong AI.”  But it is really just another version of the functionalist “minds as computers” metaphor.
For Strong AI – or functionalism – a mind is just like a computer that can manipulate symbols, or information, and come out with a response.  Searle is going to suggest that this assumption, and the whole theory on which it is based, is wrong: for we could have a system that could manipulate signs and symbols just in the way that a human being does – and so could pass the Turing test – but which would not at all be intelligent.

The Chinese Room.  To show this, Searle gives us a thought experiment that envisions such a system.  The system is called the “Chinese room.”  It’s designed to pass a Turing test in Chinese: to carry on a conversation just like a native Chinese speaker would.  People go up to the room and submit questions in Chinese, perhaps on little slips of paper.  After a while an answer comes out on another slip of paper.  We can imagine such a system “behaving” just like a human Chinese speaker – giving all the right answers to questions about the weather, about sports, about poetry, etc – in short, behaving verbally just like a human being would.  This system would be a reliable simulation of a Chinese speaker.

But inside the room, there need not be anything or anyone that can actually understand Chinese.  Imagine that you or I are locked inside the room.  There are baskets of Chinese symbols, and also a rule-book for manipulating them.  You follow the rules, just as the book says, to go from the signs that are put into the room to the signs that are sent out.  The rule book acts like a “program” for the manipulation of the signs, just as an AI program instructs a computer to manipulate signs in a particular set of ways.  The system as a whole acts just like a native, thinking Chinese speaker.  But nothing in the system can actually understand Chinese!  Nothing is actually thinking the thoughts that appear to be ‘behind’ the verbal responses.  

Searle concludes from this that it is possible to have a machine that behaves just like a thinking human being, even without any thinking actually going on.  Artifical programs are, at best, a simulation of intelligence: they’re not intelligence themselves.  

Searle concludes that there is an important distinction that proponents of strong AI have missed.  It is the distinction between syntax and semantics.  By “syntax,” Searle just means the formal patterns and manipulations of signs.  By “semantics,” he means the meaning of the signs.  For Searle, we can manipulate signs, in Chinese or English, all that we like: we can even build programs that do a very good job of manipulating them as actually human thinkers do.  But unless the signs also have semantics or meaning, this isn’t good enough to actually realize intelligence.  It is, at best, a formal simulation of intelligence, akin to a formal simulation of the stock market.

Replies to the Chinese Room Argument.  There are some standard responses to Searle’s objections against strong AI.  One such objection is sometimes called the “systems reply.”  The systems reply admits that, in the case of the Chinese room, neither the person inside nor the rule-book can be said to “understand Chinese.”  But the system as a whole, nevertheless, understands.  Searle dismisses this objection; and certainly it seems strange to think that the system could somehow understand, when neither the person inside it, nor the rule book and baskets of symbols, themselves understands.  But maybe it is still possible to think of the system as, in some sense, thinking.  

Again, some object that the Chinese room just couldn’t think because it wouldn’t be immersed in the world in the proper way: if we had a robot, though, it could think because it could respond in the right way to the right real-world stimuli.  But Searle’s reply is that this does no good.  The robot’s brain, if it is still just a symbol-manipulating machine, is as good or as bad as the original Chinese room.  Making it mobile and allowing it to move around the world doesn’t do any good.  According to Searle, unless we find a way to build in semantics or meaning, above and beyond the formal, syntactical manipulation of symbols according to rules, we will never have a genuine thinking machine.  Of course, if we could build an exact, molecule-for-molecule duplicate of a human being, we could probably have something that thinks as well.  But for Searle, the capability of this system to produce thinking and intelligence depends ultimately on biological properties: thinking is just a biological property of the brain, not an abstract or abstractable property of symbol-manipulation, as functionalists continue to think.

