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Dreyfus: “AI at an Impasse”

Last time, we saw some real-world examples of AI research.  And we started to think about what specific problems make it difficult to build a system that is really intelligent.  We noticed that the computer transcripts we saw often rely on canned responses, tricks, or evasions, that they don’t really seem to have the “spark” that we associate with real intelligence.  But what is this “spark,” and what would it take to build a system that has it?  Dreyfus considers this question.  Like Searle (his colleague at Berkeley), he thinks it is very much more difficult to build a thinking machine than it might at first seem.  But to see why, we need to see what specific problems a thinking machine faces, and how it might attempt to solve them.

Consider any ordinary situation, such as ordering and eating at a restaurant, getting on a bus and giving the correct fare, or baking a cake from a kit.  All of these skills, signs of normal human intelligence, are well within our ordinary competence.  But what do we have to know in order to be able to do them?  One thing that is clear is that in order to succeed at these everyday skills, we need some knowledge of the context of what we are doing, of how our actions fit into their surroundings.  But this poses problems.  What does it take to know a context, well enough to perform any of these actions?  

The Frame Problem: Dreyfus first considers a research idea suggested by the AI researcher Marvin Minsky.  Minsky agrees that, in order to get human-like intelligence going, we need to give the computer an appreciation of the context of actions and processes.  He called this context the “frame”, and thought of the main problem of AI as the problem of programming in the “frame.” Minsky makes a similar assumption, but Dreyfus suggests that it is wrong.  It’s actually not possible to make the whole “horizon” explicit, even for a very simple act like ordering in a restaurant.

Consider an example.  What do we need to do to know how to eat in a restaurant?  Well, first of all we need to know how to sit down in the chair.  So we need to be able to tell what a chair is.  How might we program this general knowledge into the computer?  

Notice how difficult it would be to get a computer to recognize the whole context that surrounds “chairs” in our everyday lives.  A chair is “something one can sit on,” but not by any means everything that one can sit on is a chair, nor can one sit on every chair:

“Anyone in our culture understands such things as how to sit on kitchen chairs, swivel chairs, folding chairs, and in arm chairs, rocking chairs, deck chairs, barbers’ chairs, sedan chairs, dentists’ chairs, basket chairs, reclining chairs, wheel chairs, sling chairs, and beanbag chairs – as well as how to get off/out of them again.  This ability presupposes a repertoire of bodily skills which may well be indefinitely large, since there seems to be an indefinitely large variety of chairs and of successful (graceful, comfortable, secure, poised) ways to sit on/in them.  Moreover, understanding chairs also includes social skills such as being able to sit appropriately … at dinners, interviews, desk jobs, lectures, auditions, concerts (intimate enough for there to be chairs rather than seats), and in waiting rooms, living rooms, bedrooms, courts, libraries, and bars…”  (p. 163).  

Dreyfus summarizes the huge host of things that go along with the ability to sit in chairs “correctly” in our culture.  It’s clear that it would be very difficult to “program” all this knowledge in specifically.  Rather, WE get it by becoming socialized, in the normal set of ways, into our culture, by being born into it and growing up into a normal human life.  Dreyfus believes it is highly implausible that there is any possible substitute way of getting this knowledge into a machine: in order to be artificially intelligent, a machine would actually have to live a human life.

The Script approach:  Another approach to AI comes from Roger Schank.  Schank’s idea is that dealing with practical situations involves following a set of actions, a kind of “script,” and that if we can formulate the script we can get the computer, or robot, to behave intelligently.  So for instance, the “script” for going to a restaurant might include actions such as going into the restaurant, finding a table, sitting down, etc. (p. 167).  

The problems for the script approach, according to Dreyfus, are much the same as the problems for the “frame” approach.  In particular, there are so many and such complicated “background” and “context” phenomena that it would be next to impossible to write a “script” that could be followed correctly in a variety of different circumstances.  

“This can easily be seen by imagining a situation that deviates from the norm.  What if, when one tries to order, one finds that the item in question is not available, or before paying one finds that the bill is added up wrongly?  Of course, Schank would answer that he could build these normal ways restaurant going breaks down into his script.  But there are always abnormal ways everyday activities can break down: the juke box might be too noisy, there might be too many flies on the counter, or, as in the film Annie Hall, in a New York Delicattessen one’s girl friend might order a pastrami sandwich on white bread with mayonnaise.”  (p. 168).

Again, there are just too many possibilities to program in explicitly; but we make sense of these possibilities every day.  If a computer could genuinely possess intelligence as we do, Dreyfus suggests, it would really have to be able to answer a whole host of ordinary, if “silly” questions, that we could answer easily: “..For the program has not understood a restaurant story the way people in our culture do, until it can answer such simple questions as: When the waitress came to the table, did she wear clothes?  Did she walk forward or backward?  Did the customer eat his food with his mouth or his ear?  If the program answers, ‘I don’t know’, we feel that all of its right answers were tricks or lucky guesses and that it has not understood anything of our everyday restaurant behavior.”  (p. 169).

Background and representations.  Much AI research has, in cases like these, relied upon the assumption that our background knowledge of ordinary ways of behaving and ordinary practices can be represented or programmed.  But Dreyfus draws the conclusion that there is really no reason to think that this is so.  When we follow “rules” in ordinary life, we actually only follow them “ceteris paribus”, or “all other things being equal.”  But it’s incredibly difficult to spell out what this “all other things equal” clause actually means.  In fact, Dreyfus sees no reason to believe that the “rules” that we actually follow or the knowledge that they embody must be representable at all.  He calls this assumption of “representation” the “metaphysical assumption,” and says that there is no reason to believe that it is true.  

“Looking back over the past ten years of AI research we might say that the basic point which has emerged is that since intelligence must be situated it cannot be separated from the rest of human life.  The persistent denial of this seemingly obvious point cannot, however, be laid at the door of AI.  It starts with Plato’s separation of the intellect or rational soul from the body with its skills, emotions, and appetites.  Aristotle continued this unlikely dichotomy when he separated the theoretical from the practical, and defined man as a rational animal – as if one could separate man’s rationality from his animal needs and desires.  If one thinks of the importance of the sensory-motor skills in the development of our ability to recognize and cope with objects, or of the role of needs and desires in structuring all social situations, or finally of the whole cultural background of human self-interpretation involved in our simply knowing how to pick out and use chairs, the idea that we can simply ignore this know-how while formalizing our intellectual understanding as a complex system of facts and rules is highly implausible.”  (pp. 181-82).

If Dreyfus is right, then the attempt to separate intelligence from context and embodiment is simply a bad attempt.  Anything worth characterizing as “intelligence” is in fact part of this context and background, and cannot really be separated from it.  It follows that only something that lives a human life can have human-like intelligence.  If Dreyfus is right, then mind and body are connected in an even deeper sense than physicalists usually think.  Not only is the mind identified with an organ of the body (the brain), but the mind would not be capable of intelligence if it were not also part of this body, and part of everything that it does, in the wide variety and complexity of physical, cultural, social, and interpersonal situations that make up a human life.   
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